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The project D-HYDROFLEX - Digital solutions for improving the sustainability performance and FLEXibility 
potential of HYDROpower is funded through the European Union's HORIZON Research and Innovation 
Action under the topic HORIZON-CL5-2022-D3-03-08/Development of digital solutions for existing 
hydropower operation and maintenance and responds to the Call HORIZON-CL5-2022-D3-03/Sustainable, 
secure and competitive energy supply.

The European energy system is undergoing a significant transformation: decarbonization, security of supply, 
deployment of renewables and their integration into the market, generating significant opportunities and 
challenges for energy stakeholders. Despite all energy efficiency efforts, overall demand for decarbonized 
electricity is set to be significantly higher in 2050 than today due to the decarbonization of the heating, 
cooling, transport and many industrial sectors, which can only be achieved via efficient and smart 
electrification. 

Hydropower is a key technology in supporting the European pathway to a decarbonized energy system and 
to achieving global leadership in renewable energy generation. It consists of a renewable and highly 
sustainable electricity resource and can supply the European power system with stability and valuable 
flexibility. In addition, hydropower reduces the 
benefits for society in the river basins such as support to irrigation, water supply and flood control. 

The D-HYDROFLEX project aims to advance excellence in research on digital technology for hydropower 
paving the way towards more efficient, more sustainable, and more competitive hydropower plants in 
modern power markets.

To this end, D-
plants based on sensors, digital twins, AI algorithms, hybridization modelling (power-to-hydrogen), cloud-
edge computing and image processing. 

The core pillars of the project are: 
digitalization, (i.e., digital twins for hydro dams and machinery, weather and flow forecasts, cyber 
resilience tools),
flexibility, (i.e., coordination with hydrogen, storage and VPP operation) and 
sustainability, (i.e., biodiversity and environmental indicators monitoring). 

Validation will take place in 7 hydro plants operated by EDF (France), TEE (Poland), PPC (Greece), TASGA 
(Spain) and INTEX (Romania), covering different geographical areas of Europe.

D-HYDROFLEX is a 36-month long project started in September 2023.
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This document summarizes the work carried out in task T4.5 of WP4. It begins with a slight introduction 
and overview of network intrusion detection systems for industrial communication systems, paying 
particular attention to the use of federated learning as enabler of a privacy-preserving AI-based 
technique. Following that, the functionalities of the initial version of the HYDRO-FBOX tool and its 
reference architecture is presented, along with its respective modules and subcomponents. HYDRO-

is to detect network intrusions in the infrastructure of a hydropower plant, with the aid of AI
models that have been trained in a federated fashion. Additionally, HYDRO-FBOX generates security 
events in case of potential detected intrusion or abnormal activities in the networking infrastructure, 
informing and raising alerts to security operators. This document describes the whole workflow of 
HYDRO-FBOX, which comprises the following modules: 1) Network Traffic Monitoring Module, 2) 
Network Flow Generator Module, 3) Data Preprocessing Module, 4) Federated Training Module, 5) 
Intrusion Detection Module, 6) Security Event Generation Module, 7) SIEM Agent, and 8) xAI Module.

In this document, the first version of HYDRO-FBOX is evaluated. To train the underlying federated AI 
models, publicly available datasets containing both malicious and benign network traffic instances in 
various industrial communication protocols, such as DNP3, MODBUS, and IEC-60870-5-104, are used. 
The testing results of the HYDRO-FBOX modules are presented, demonstrating its core functionalities, 
which include, among others, intrusion detection accuracy and the explainability of the model's decisions 
through explainable AI (XAI) techniques. Finally, custom aggregation strategies for the federated 
learning server subcomponent of HYDRO-FBOX are mathematically formulated, designed, and 
compared with state-of-the-art (SotA) strategies, demonstrating their potential.



1.1 Scope

This document is the deliverable D4.5 AI-based intrusion detection techniques and cyber-shielding , of 
D-HYDROFLEX project. The document offers a detailed overview of the initial version of the HYDRO-
FBOX tool. The purpose of this document is to present the technical aspects of HYDRO-FBOX, including 
its architecture, modules and the interaction between them when applicable. Finally, evaluation results 
are presented to showcase the core functionalities and modules of the tool.

1.2 Structure of the document

The document is structured as follows: After the introduction chapter, Chapter 2. Overview of intrusion 
detection systems for industrial control systems and HPPs, discusses the common cybersecurity practices 
for detecting intrusion and abnormalities in the communication network infrastructure of industrial 
systems, including those in HPPs. Among the intrusion detection techniques that rely on machine 
learning (ML) and artificial intelligence (AI), particular attention is given to federated learning (FL), which 
is a decentralized privacy-preserving method that can facilitate the generation of intrusion detection 
models. Next, in Chapter 3. HYDRO-FBOX Architectural Design and Functionalities, the HYDRO-FBOX 
tool is presented, which is responsible for the cyber-shielding of the HPP, through decentralized AI-based 
techniques. This chapter sheds light on the technical specifications and core functionalities of HYDRO-
FBOX, including among others, modules that monitor the network traffic, perform the FL training and
utilize custom FL aggregation strategies, and provide explainability on the trained models. Afterwards, 
Chapter 4. Federated Intrusion Detection Models and Initial Evaluation Results, provides some initial 
evaluation results on trained federated intrusion detection models (FIDMs) that use HYDRO-FBOX
modules. 

1.3 Dependencies

The current deliverable extends the definition of HYDRO-FBOX, according to D3.2 D-HYDROFLEX 
toolkit conceptualization , and discusses HYDRO-FBOX in more detail, highlighting its core technical 
aspects.

The upcoming deliverables that directly relate to this document comes as follows:

Deliverable D5.1 - D-HYDROFLEX Hydropower 4.0 Toolkit Final Release
document by providing the final version of HYDRO-FBOX and outlining its role within the D-
HYDROFLEX architecture. 
Deliverable D5.2 - D-HYDROFLEX M&D Centre visualization board
user interaction with D-HYDROFLEX toolkit. Additionally, it addresses HYDRO- integration 
activities, building on the foundations established in this document to support the upcoming 
integration process.
Deliverable D6.2 - Evaluation of D-HYDROFLEX results and impact assessment
evaluation of demo results and the D-HYDROLFEX toolkit. This document will be used during the 
validation of the use cases to facilitate the understanding of HYDRO-



Deliverable D7.3 First version of the DHYDRPOFLEX exploitation plan and exploitation strategy
take information from this document to identify the fundamental concepts that will establish
HYDRO-FBOX as a key exploitable result (KER) of D-HYDROFLEX, which is accompanied by the 
definition of the relevant Intellectual Property Right.



As the critical infrastructure modernises, control systems are more digitalised, and analogue 
automations are being replaced with electronic controls, sensors and Programmable Logic Controllers 
(PLCs), which are increasingly integrated and interconnected, realising a cyber-physical ecosystem.
However, this evolution imposes new challenges since the cyber-physical systems are more complex to 
maintain, whilst the threat surface is remarkably increased, offering new opportunities for potential 
adversaries to launch campaigns and threaten the availability of critical infrastructure.

The ATT&CK MITRE knowledge base provides a comprehensive overview of incidents that have targeted 
the critical infrastructure and Industrial Control Systems (ICS). Indicatively,

was an adversary campaign that combined several techniques to gain access to the 
Ukrainian electricity grid and exploit vulnerabilities of their SCADA systems to send unauthorized 
commands (ATT&CK MITRE C0034). Moreover, several cybersecurity scenarios against HPPs are 
described in [1]. Aiming to evaluate the SPEAR cybersecurity platform [2], the authors develop four 
cybersecurity scenarios that cover various real-life incidents that could happen in HPPs. The envisioned 
scenarios include a Distributed Denial of Service (DDoS) attack, in which that attacker floods the PLC
with network traffic aiming to render it unresponsive and cause resource exhaustion, as well as a Modbus 
buffer overflow attack against IoT devices, analysis and classification of operational data, and the 
deployment of Modbus honeypots to lure cyberattackers. It is worth mentioning that campaigns are also
affected by the fluid political landscape. For example, according to Reuters1, the Nordic utility Fortum 
has reported increased activity of drone surveillance as well as cyberattacks happening daily. 

At the same time, new EU-wide legislation frameworks require from critical infrastructure operators to 
increase their preparedness to efficiently tackle cybersecurity incidents. For example, as required by the 
NIS2 directive (Art. 21, § 1), operators of critical infrastructure are required to adopt appropriate and 
proportionate technical, operational and organisational measures in order to manage the risks 
introduced by network and information systems. An Intrusion Detection System (IDS) can be a key 
component towards satisfying the NIS2 requirements, by monitoring the behaviour of the system and 
detect suspicious activities, allowing the early detection of potential incidents and enabling security 
teams to timely implement their incident response plan to mitigate the impact of the incident and ensure 
business continuity.

This chapter discusses the various approaches leveraged by intrusion detection systems to detect 
anomalies. Focusing on Network Intrusion Detection Systems (NIDS), these approaches are 
distinguished into two main categories, namely: a) signature-based IDS, and b) ML-based IDS. As a 
special category of ML-based IDS, the Federated Intrusion Detection Systems, are further discussed in 
this section.

1 https://www.reuters.com/business/energy/finnish-utility-fortums-power-assets-targeted-with-surveillance-
cyber-attacks-2024-10-10/



2.1 Signature and ML-based Intrusion Detection Systems

The signature-based intrusion detection systems focus on detecting known abnormal activities by 
applying signatures, i.e. unique patters or identifiers that are applied on the network traffic. Examples of 
such patters could be a byte sequences inside the payload or on the headers. In the context of 
ICS, signatures could detect a malware or unusual and potentially malicious commands/instructions. In
[3], authors have developed signature-based rules for detecting cyberattacks against International 
Electrotechnical Commission (IEC) 60870-5-104. The proposed rules are compatible with the Snort IDS 
and can detect both specific attacks against the protocol as well as behaviours that deviate from specific
behavioural models. The latter rules are known as specification-based detection. Known tools that can
monitor network traffic using signature rules are Zeek, Snort and Suricata. 

However, signature-based methods are limited on detecting already-known techniques that the 
adversaries leverage to carry out cyberattacks. Especially in the realm of ICS, it is possible for adversaries 
to utilise protocol-specific characteristics or exploit configuration weaknesses to launch attacks, which 
cannot be reliably detected by signature methods. ML-based methods cover this gap, by leveraging AI 
and ML to obtain the baseline of the network, hence, defining the expected normal activity. As a result, 
any behaviour deviating from the normal baseline can be flagged as anomaly and raise an alert. 

A comprehensive review about AI-based IDS is provided in [4]. The authors categorise AI-based IDS into 
ML-based IDS, Deep Learning (DL)-based IDS, and Ensemble-based IDS. These categories are further 
distinguished into Supervised and Unsupervised IDS. All these categories may employ various AI 
methods, including Support Vector Machines, Decision Trees, K-means, Principal Component Analysis, 
Convolutional Neural Networks (CNN), Long Short-Term Memory (LSTM), and Autoencoders. 

A more specific example of AI-based IDS, focused on Modbus Transmission Control Protocol (TCP), is 
provided in [5]. The IDS consists of a sensor that captures network traffic, and a network flow generator 
that produces network flows with CICFlowMeter and delivers them to the detection module. The 
authors showcase that AdaBoost and Random Forest accomplish the highest performance, up to 81% 
accuracy and 77.5% F1 score.

A Modbus-Markov behaviour distinguisher is proposed in [6], which also focuses on Modbus/TCP ICS. In 
their approach, the Modbus/TCP traffic is modelled into a fixed number of Markov states, depending on 
the Modbus function utilised each time. By employing mmaximum likelihood estimation, they build two 
Markov transition models, one for benign and one for malicious traffic. Comparing their method to 
various ML techniques, they showcase superiority of the statistical approach in terms of accuracy.

It should be noted that several challenges could prevent the optimal performance of AI-based IDS, 
including the handling of encrypted traffic, advanced evasion techniques as well as sample scarcity and 
class imbalance [7]. The authors in [8] aim to address the sample scarcity and class imbalance challenges
by proposing three distinct Generative Adversarial Network (GAN) models, integrated into the IDS, to 
generate synthetic network traffic data. The GAN models are evaluated on the CIC-IDS2017 dataset, 
showcasing enhancement of the intrusion detection performance, enabling the detection of malicious 
samples that were undetected before.



2.2 Federated Intrusion Detection Systems (FIDS)

2.2.1 Introduction to Federated Learning

Conventional AI and ML techniques are based on a centralised concept, where the training data are 
uploaded and processed on a single entity, e.g., a central server.  Therefore, a central entity is responsible 
for training a model, relying on the data received by the clients. The trained model is subsequently 
distributed to the clients. However, the requirement of preserving privacy amongst the 
clients/participants data, renders the centralized configurations impractical, since the central server has 
immediate access to the raw data of clients. Hence, the shortcomings of the traditional centralised 
training pave the way towards implementing distributed frameworks for the generation of AI models. 
On the other hand, in a decentralised training scenario, devices collaboratively train a model by 
leveraging their local computational resources and data. Among decentralized approaches, federated 
learning (FL) has been introduced by Google as a promising method for safeguarding data privacy and 
addressing low-latency requirements [9].

The salient feature of FL is the retention of the training dataset in the source of generation i.e., locally on 
a device. More specifically, each client executes the model training through its local dataset individually 
and uploads only the training parameters to the central server, instead of sending the overall raw data. 
In this approach, the central server does not have direct access to privacy-sensitive data of clients. 
Instead, the server aggregates the received parameters, updates the global model, and then broadcasts 
the updated model to the clients. This process is repeated until a convergence criterion is met, or until a 
predetermined number of rounds has been completed. With the termination of the above procedure, a 
global model is generated, and every client has access to the latter. The overall process of FL is described 
by the following steps.

Step 1 - Global model distribution: In this step, the server broadcasts the global model to all 
clients. In case where no previous rounds have been executed, i.e., the FL process is at the first 
round, the server initializes the global model with random values. Otherwise, the server 
broadcasts the previously updated model.
Step 2 - Local model training: Upon receiving the global model, the clients perform the local 
training of model. Specifically, given the received model, each client performs a few steps (also 
known as local epochs) of a gradient descent-based method. Widely used methods include SGD, 
RMSProp, Adam, etc. The previous process results in updating the local model. It is worth noting 
that the training relies only on the local dataset of the client. Although, the clients have the ability 
to independently adjust some hyperparameters (e.g., learning rate, batch size), it is a common 
strategy that the server predetermines them, to facilitate consistency of the training and prevent 
clients from selecting arbitrary values.
Step 3 - Local model uploading: With the termination of the local training, each client uploads 
the training parameters, i.e., the local model, to the central server. It is worth mentioning that 
no raw data are forwarded to the server, highlighting the inherently private nature of FL. 
Moreover, the transmission of the local model can be accompanied by encryption and 
quantization techniques, depending on the use case.
Step 4 Global model update: Upon the reception of the local model by all clients, the server 
generates the global model. This step is based on an aggregation strategy on the local models. 



The most common approach is to calculate a weighted average of the local models, known as 
FedAvg. The considered weighting refers to the contribution of each client, in terms of its local 
dataset size used for the local model training. Apart from FedAvg, the server can employ more 
sophisticated aggregation techniques, e.g., FedProx, to tackle non-independent and identically 
distributed data among clients, with client heterogeneity, etc. With the completion of this step, 
the FL procedure returns to step 1, hence, the overall procedure is performed iteratively.

The aforementioned steps described the core process of FL. Of course, it can undergo modifications 
based on the requirements of a given application. For instance, it is not mandatory that all clients 
participate in every round, known as partial client participation strategy. In the following section, where 
the architectural description of HYDRO-FBOX is presented, some modifications and custom techniques 
on the base algorithm of FL will be described. Finally, in the following figure, an illustrative representation 
of the FL procedure is depicted.

Figure 1: Illustrative representation of FL procedure

Returning to the concept of IDS, FL can be employed to maintain privacy throughout the training of an AI-
based IDS. More specifically, given that the training of such systems usually requires raw network traffic data, 
privacy concerns can arise, while participants may be reluctant to reveal such information, even in a trusted 
third-party. To circumvent this challenge, FL enables privacy-preserving collaborative training, where clients 
contribute to the generation of a global AI-based IDS, without exposing sensitive information to any external 
entity, including the server or other clients.



2.2.2 FIDS State-of-the-art Analysis

The aim of this section is to analyse the existing FIDS investigated in the literature, with a primary focus 
on their application in ICS. Due to its privacy-preserving nature, FL-based IDS is an effective solution for 
eliminating the need to transfer raw data to a central entity (e.g., network traffic data), that usually 
performs centralized training of an IDS. Therefore, various papers have studied the performance of FL in 
the design of IDS. Although FL presents several challenges that can negatively affect the performance of 
the trained IDS, a well-designed FL system can achieve satisfactory detection accuracy and ensure model 
robustness. Nevertheless, the use of FL-based IDS in the context of ICS is less well-studied compared to 
more general IDS that are not limited to detecting intrusion in industrial communication protocols. The 
following works serve as paradigms for designing FL-based IDS in the industrial sector.

Authors in [10] explore the use of FL for detecting intrusion and anomalies in industrial cyber-physical
systems. The core architecture of the FL model is based on convolutional neural networks and gated 
recurrent units. Additionally, advanced encryption standard (AES) is used to establish a secure 
communication channel between the FL clients and server, while homomorphic encryption methods are 
also employed. The trained FIDM is tested on a real traffic dataset that stems from a gas pipelining 
system [11]. Network traffic relies on the MODBUS protocol, while various types of malicious network 
instances are considered, such as DoS attacks, command injection attacks, reconnaissance attacks, and 
others. The demonstrated results showcase the effectiveness of the trained FIDM achieving F1-scores 
values ranging from 95% to 99%. Finally, the trained FIDM exhibits superior performance compared to 
the case of on-client local training.

In [12], a FL-based IDS for low-complexity intrusion detection and classification is designed specifically 
for SDN-enabled industrial cyber-physical systems. The FIDM includes components that monitor the 
SDN traffic, generate statistics as features, and afterwards, performs feature selection techniques to 
keep only important features. The FIDM is trained on a IIOT-related SDN and Edge-IIoT datasets. Types
of classified attacks include DDoS, Web attacks, D0S, brute force attacks, and others. Various versions 
of FIDMs are trained according to the simulated number of participating clients. Detection accuracy 
reaches 97.87% for certain simulation setups.

In [13], a reliable intrusion detection FL-based technique for Industrial Internet of Things (IIoT) was
designed. The FL architecture adopted by the authors was not the traditional one, since it relied on a 
hierarchical structure, where intermediate nodes act as local aggregators, which afterward transmit their 
update to the global aggregator. The latter is responsible for generating the global FL model which will 
serve as the FIDM. Additionally, the core model was based on deep reinforcement learning techniques,
specifically on the deep deterministic policy gradient (DDPG). The proposed FIDM is validated in terms 
of anomaly detection accuracy, as well as other metrics, which are not relevant to our case. Evaluation 
results showcase the effectiveness of the approach compared with some baselines.

Furthermore, authors in [14], propose the use of FL for detecting network intrusions and securing critical 
infrastructures. Specifically, along with the FL techniques, methods from active learning are also 
adopted, which is a semi-supervised learning approach and facilitates the generation of personalized 
models that are efficient on each FL client individually. The proposed method is tested on network traffic 
stemming from the Distributed Network Protocol 3 (DNP3) protocol. Evaluation results exhibit the 



effectiveness of incorporating personalization approaches in the FL training, enhancing the detection of 
the independent local models of the participating clients. The evaluation of this combined method was 
based on traditional metrics such as accuracy, precision, and F1 score.

In [15], a FL system for detecting abnormalities and malicious network activities in IIoT has been 
designed. More specifically, the core model was based on LSTM and Gated Recurrent Units (GRUs), 
neural networks architecture that are suitable for sequential-type data. Th FL training relied on a network 
traffic dataset, consisting of both normal and malicious instances on the Modbus protocol, a widely used
application-level protocol in the industrial network. As such, the trained FL model was tested on 
detecting attacks on the Modbus protocol. Evaluation results and experiments demonstrated the 
efficacy of the proposed FL model, while relevant evaluation metrics such as accuracy and F1-score
achieved 90%.

Again, in the context of IIoT, [16] proposed FLEAM, a FL empowered architecture to mitigate DDoS 
attacks in IIoT. The motivation for this work stems from the fact that, due to resource limitations and 
operational environments, many IIoT nodes are vulnerable to hacking and can be compromised into 
becoming zombies to launch attacks. The FL-based detection protocol leveraged the value of distributed 
data samples, producing a timely and accurate model. Building on this protocol, mitigation intelligence 
was also deployed in a distributed and collaborative manner. This approach enhanced accuracy, reduced
mitigation time, and increased the attacker's cost within a defense alliance. Finally, the accuracy 
achieved by the FL scheme is almost equivalent to that of a centralized training case, highlighting the 
effectiveness of FL.

Resource-constrained IoT devices, increasingly adopted due to advancements in 5G and multi-access 
edge computing (MEC) architectures, are highly susceptible to attacks. As highlighted by [17], three key 
challenges must be addressed to ensure secure and private communication in IoT. First, the 
heterogeneous, diverse, and personalized nature of IoT networks makes designing and training a unified 
intrusion detection model highly complex. Second, privacy concerns prevent the sharing of raw data. 
Lastly, the limited amount of data generated by IoT networks hinders the training of an accurate model. 
To tackle these challenges, the authors propose an FL-powered IDS for 5G IoT, named IoTDefender. 
IoTDefender integrates both federated and transfer learning, enabling IoT devices to share information 
while maintaining privacy. Its strong generalization capability allows it to detect a wide range of 
previously unknown attacks. In terms of performance, IoTDefender achieves a detection accuracy of 
93%.

Again, in the context of industrial IoT, the study presents a comprehensive evaluation of differential 
privacy techniques applied to the training of an FL-enabled IDS for industrial IoT. Unlike previous works, 
they address non-independent and non-identically distributed data using the recent ToN_IoT dataset 
and compare accuracy under varying privacy requirements and aggregation methods, specifically 
FedAvg and the newly introduced Fed+. The results show that Fed+ achieves comparable performance 
even when noise is introduced in the federated training process.

Finally, [18] proposes a FL-enabled IDS framework for identifying cyber threats in smart manufacturing 
industries. The framework enables multiple smart manufacturing industries to collaboratively develop a 
threat detection model, mitigating the challenge of limited attack data within individual industries. 
Furthermore, to safeguard model gradients, Paillier-based encryption is employed for secure 
communication between edge devices (representing smart industries) and the central server. The 



intrusion detection model utilizes a hybrid deep learning approach combining a CNN, LSTM, and multi-
layer perceptron (MLP). Extensive experiments conducted on a publicly available dataset demonstrate 
the proposed framework's superior effectiveness in detecting cyber threats in smart industries compared 
to baseline methods.

Although the previous works presented satisfactory results and showcased the potential of FL for the 
design of IDS, there are still open challenges to be addressed towards ensuring reliability and 
transparency of the FL-based generated models. Specifically, in FL, data across clients may not be 
identically distributed (non-iid). This means that the data each client has could be very different in terms 
of size, label distribution, feature distribution, or data types. Non-IID data can cause models to struggle 
in terms of generalization because training on non-uniform data leads to biased or less effective models.

Additionally, the existing literature focuses mainly on improving detection accuracy and efficiency but 
often overlooks explainability of the decisions, e.g., via XAI methods. Integrating XAI is crucial for several 
reasons. Industrial systems require transparency and trust, especially in critical infrastructure where 
security decisions must be interpretable by human operators. Without explainability, security analysts 
may struggle to understand why a model flags certain activities as intrusions, making it difficult to 
validate, debug, or improve the system. Furthermore, regulatory frameworks increasingly demand 
interpretable AI models, particularly in high-stakes environments where accountability is essential. By 
incorporating XAI, FL-IDS can provide meaningful insights into attack patterns, enhance trust in 
automated decision-making, and facilitate rapid incident response. Therefore, explainability should be a 
core consideration in the development of FL-IDS for industrial cybersecurity.

Beyond the State-of-the-Art: While previous studies have explored the effectiveness of FL in IDS and 
demonstrated its potential, several issues remain open, particularly concerning the issue of non-IID data across 
participating clients. To address this challenge, our research focuses on evaluating various aggregation 
strategies at the server level, specifically designed to mitigate data heterogeneity and enhance overall model 
performance. In this context, we introduce a novel aggregation approach, FedSWA, which is tailored to improve 
learning efficiency in scenarios where data distribution varies significantly among clients. By leveraging this 
strategy, we aim to optimize model convergence and boost detection accuracy in complex, real-world FL-based 
IDS deployments in industrial environments and HPPs. Furthermore, a critical limitation in most existing works 
is the lack of attention to the explainability of trained models. AI-driven IDS solutions often function as black 
boxes, making it difficult for security operators to interpret their decision-making processes. To bridge this gap, 
our study also explores explainability techniques to enhance model transparency. By incorporating interpretable 
AI methodologies, we seek to empower security analysts with insights into how and why specific decisions are 
made, fostering trust and facilitating informed threat mitigation strategies.



3.1 HYDRO-FBOX Reference Architecture

As briefly introduced in D3.2 D-HYDROFLEX Toolkit Conceptualization reference architecture of 
HYDRO-FBOX is illustrated in Figure 2. HYDRO-FBOX consists of the following sub-components: 1) 
Network Traffic Monitoring Module, 2) Network Flow Generator Module, 3) Data Preprocessing Module, 
4) Federated Training Module, 5) Intrusion Detection Module, 6) Security Event Generation Module, 7) 
Security Information and Event Management (SIEM) Agent, and 8) xAI Module. All sub-components of 
HYDRO-FBOX reside locally in the vicinity of the HPP plant, except for the Federated Training Module, 
where the FL Client is located locally, while the FL server is remote, e.g., on the cloud. The server
coordinates the FL training, with the cooperation of several FL clients, towards generating a global 
intrusion detection model. Below, each sub-component/module is described in further detail.

Figure 2: HYDRO-FBOX Reference Architecture

3.1.1 Network Traffic Monitoring Module

The purpose of this module is to capture the network traffic from the HPP equipment, e.g., from PLC and
Remote Terminal Units (RTU). Given a dedicated network switch, where the network devices are 
connected to, the source ports of the crucial network devices are determined. The traffic that passes 
through these source ports is forwarded to a destination port, which is connected to the monitoring 
device. To accomplish this, Switch Port Analyzer (SPAN) is used, which essentially allows port mirroring 
and copies the traffic from the source ports to the destination port2. Following that, to ultimately capture 
the incoming/outcoming traffic from/to the destination ports, tools like tcpdump and tshark are used. 

2 As convention, we use the terminology of Cisco Systems to describe the port mirroring technique. 



As an output, the Network Traffic Monitoring Module extracts the network traffic of the selected devices, 
which is stored in pcap files. These network traffic files will be given as an input to the Network Flow 
Generation Module for the generation of network flows and statistics, which will be used for training the 
IDS models later on. During live operation, the Network Traffic Monitoring Module runs tcpdump or
tshark and captures the incoming traffic of a specific network interface that the user specifies (this 
interface must receive mirrored network traffic). The traffic capture stops after a predefined time period 
(specified by the user), and the resulting pcap file is asynchronously delivered to the Network Flow 
Generation Module for further analysis. The capture starts immediately after interruption in order to 
capture the next pcap file. This loop continues indefinitely and as long as HYDRO-FBOX is running.

3.1.2 Network Flow Generation Module

The main purpose of the Network Flow Generation Module is to generate network flows, which is the 
unprocessed dataset that HYDRO-FBOX analyses to detect anomalies. While the concept of network 
flow can vary depending on the applications, that range from cybersecurity to network management, a 
definition of the network flow that is relevant to HYDRO-FBOX can be found in RFC 6146, where a 5-
tuple network flow is the tuple composed of source IP address, source port, destination IP address, 
destination port, and transport protocol. Hence, a 5-tuple uniquely identifies a TCP or UDP session, as 
defined in RFC61463. HYDRO-FBOX uses the definition of CICFlowMeter [19], [20], which defines a 
network flow as a bidirectional exchange of network packets belonging to the same 5-tuple and within a 
certain time period. The aforementioned time period is also known as flow timeout. Considering the 
above, the Network Flow Generation Module receives the pcap files from the Network Traffic 
Monitoring Module and applies one or multiple traffic flow analysers to generate the network flows. One 
of the flow modules leveraged by the module is the improved version of CICFlowMeter by [21], which 
provides 83 distinct features for each flow. While CICFlowMeter showcases decent performance on 
providing useful datasets for detecting cyberattacks, the provided features do not cover the 
characteristics of the application layer of network packets, hence, cyberattacks or anomalies based solely 
on attributes of the application layer cannot be effectively detected. To address this, the Network Flow 
Generation Module can easily integrate additional flow analysers to extent the detection capabilities of 
HYDRO-FBOX to the application layer.

3.1.3 Data Preprocessing Module

After generating the flows and statistics of the captured traffic, the Data Preprocessing Module is 
responsible for constructing a dataset suitable for feeding the intrusion detection models, during both 
the training and inference phases. This dataset must be formatted appropriately to meet the 
requirements of the models to be trained. Some necessary steps of this module include the cleaning of 
the data extracted by the Network Flow Generator Module, e.g., dropping missing values, deleting 
erroneous values such as infinities, and dropping selected features which will not contribute to an 
efficient training of the intrusion detection models. Example of such features are the source and 
destination IP, source and destination ports, timestamps, and other categorical type features that do not 
contain useful information for classifying the observed traffic as benign or malicious. Moreover, the 
module performs scaling and normalization of the data, which is crucial for training models like deep 
neural networks. For instance, popular scaling techniques may include z-score scaling and min-max 

3 https://www.ietf.org/rfc/rfc6146.txt



scaling. It is important to store the scaling parameters used during training to apply the same 
normalization process to the testing data during the inference phase, ensuring consistency and efficient 
inference. Finally, the Module encodes the labels to a numerical value and stores this encoder for future 
use. In case of class imbalance in the training dataset, i.e., some classes have much less samples 
compared to the rest of the classes, upsampling techniques (such as SMOTE [22]) may be employed, 
enabling the generation of a balanced training dataset, which potentially can increase the accuracy of 
the trained model.

3.1.4 Federated Training Module

This module is responsible for performing the training of intrusion detection models in a federated 
fashion. For this purpose, this module consists of the following entities: FL server and FL Client. Recall 
that the overall process of FL has been described in Section 2. The FL server resides on a remote location, 
outside of the premises of the HPP. The role of the FL server is to coordinate and configure the FL 

and redistribute it to the participating clients, while this procedure is repeated iteratively until a specified 
number of rounds is reached. The FL client is responsible for locally training a model, relying on the 
dataset generated from the Data Preprocessing Module. After some training steps the FL client transmits 
the training parameters of the model to the FL server. The whole pipeline of HYDRO-FBOX refers to the 
FL client. The role of the FL server lies in coordinating the FL process and it has no interaction with the 
rest of the modules. Note also that no raw data is transferred to the FL server, and thus, the privacy of 
the clients is preserved. This implies that no sensitive data is leaving the premises of the HPP during the 
overall FL process. Finally, the Flower Framework is used for implementing the FL training, providing 
means to develop both FL server and FL Client core functionalities, as well as the communication among 
them.

Recall that in FL training, multiple clients are participating, along with the FL server. From the viewpoint 
of a specific HPP (i.e., a FL client), the identity and the data of residual FL clients is unknown. 
Furthermore, no communication is established between the FL clients. Each client communicates solely 
with the FL Server for model exchange and configuration purposes. With the termination of the FL 
process, the FL server broadcasts the final global model to all clients. Thus, each client possesses a 
trained model, which can be subsequently used in the online or offline inference phase, as an intrusion 
detection system. Finally, the aggregation strategy at the FL server side can be implemented through 
various techniques such as FedAvg, FedAdam, FedYogi, FedAdagrad, FedProx, and StatAvg. Those 
techniques are described in more detail in Table 10 of Annex A.

3.1.5 Intrusion Detection Module

This module is responsible for detecting potential network intrusions in the infrastructure of the HPP. For 
this task, it leverages the extracted model from the FL Training Module. Independent FL models should 
be trained specifically for the network traffic generated by a particular communication protocol (e.g., a 
separate FL model for intrusion detection on Modbus traffic and another for DNP3). A way to achieve 
this, is to map the traffic of specific ports, that correspond to a certain communication protocol, to a 
dedicated trained model. During the invocation of the Intrusion Detection Module, the saved model is 
loaded, and the captured network flows, that rely on the underlying network traffic, is fed to the model. 
This module can be used either offline, indicating that a dataset with network flows has been previously 



generated and the model makes predictions on this dataset afterwards, or online, meaning that the 
model makes predictions in real-time. In either case, the model is already trained via the FL training 
module. Therefore, the Intrusion Detection Module refers to the inference phase, where the model is 
called to make predictions on the type of the traffic in the networking infrastructure of the HPP. The 
output of this module is a 3-tuple: (flow, attack-type, confidence), where flow refers to the flow itself, 
attack-type represents the classification decision describing the type of attack, and confidence indicates 
the certainty of that decision.

3.1.6 Xai Module

The role of the Xai module is to facilitate the understanding of the Intrusion Detection Module decisions. 
Specifically, it helps security analysts to understand certain outputs of the Intrusion Detection Module, 
e.g., why an observed activity in the industrial control network is malicious or benign. To accomplish this 
task, the Xai module firstly receives the trained model, which serves as the core mechanism behind the 
decision-making process of the Intrusion Detection Module. Along with the model, it also expects a set 
of data, which can be either a set of multiple instances or a single one. In the former case, the dataset 
provides an overall understanding of how the model makes decisions across the entire dataset. This is 
known as global interpretation. In essence, it explains the general patterns, rules, and relationships that 
the model has learned, offering insights into its behaviour. The latter case, known as local interpretation, 
focuses on understanding why the model made a specific decision for a specific instance (i.e., a single 

the outcome for that specific instance, in a quantitative manner. The xAI module supports both the global 
and local interpretation functionalities. Finally, the background technique of the Xai module is SHapley 
Additive exPlanations (SHAP) [23]. Although the output of this module may vary, the most common one 
includes the effect of the top-X important features on the decision/attack-type of the Intrusion Detection 
Module for a particular network instance.

3.1.7 Security Event Generation Module

This module undertakes to produce security events for the detected cyberattacks. In particular, the 
Security Event Generation Module receives the classified flows from the Intrusion Detection Module, i.e., 
the flow with the designated label assigned by the corresponding AI model. If the label is anything else 

flow and appends the 
explainability report from the Xai module. The rationale behind building a security event includes 
multiple aspects, namely: a) enhance interoperability with SIEMs (i.e., allowing them to effortlessly 
consume security data), b) provide structured information that facilitates consistent aggregation and 
correlation of multiple events, c) include information that enable security platforms to support advanced 
security functionalities (e.g., risk assessment, multi-tenant SIEMs) and d) convey critical information that 
would assist SIEMs and analysers to construct meaningful security alerts with standardized format.

As discussed in [24], there are multiple standards that could be applied for describing a security event. It 
is evident though that there is not a single dominating standard, while many of the existing standards 
focus on describing cyber threat intelligence. One of the existing standards for exchanging intrusion 
detection information is the Incident Detection Message Exchange Format (IDMEF), which is defined in 
Request for Comments (RFC) 4765. However, a drawback of this standard is that it follows the Extensible 



Markup Language (XML) format, which increases the implementation complexity and reduces 
interoperability with external software.

Considering these, we adopt the Incident Detection Message Exchange Format v2 (IDMEFv2)4 for 
describing security events generated by HYDRO-FBOX. IDMEFv2 aims to provide a standardised way for 
security platforms to exchange security alerts in JavaScript Object Notation (JSON) format, related not 
only to cyberattacks, but also physical incidents, natural and man-made hazards. If approved, this 
standard aims to replace RFC 4765. While IDMEFv2 is intended to be used for exchanging incident 
detection information (i.e., security alerts) between managers/SIEMs or between analysers and SIEMs, 
the IDMEFv2 structure is also applicable for security events from NIDS. A sample of an IDMEFv2 security 
event is provided in Appendix C, while Table 1 summarises the attributes of the security event and how 
they are determined by HYDRO-FBOX.

Table 1: Attributes of the security event produced by HYDRO-FBOX

Attribute Description Type
Version The version of the IDMEF format applied to form this event. String
ID Unique UUID version 4 provided by HYDRO-FBOX to this event String
Description Human-friendly description of the detected cyberattack. For 

each class of the Intrusion Detection Module, a predefined 
description string has been determined by HYDRO-FBOX.

String

OrganisationName Unique string identifying the end-user / organization that uses 
the HYDRO-FBOX tool. This is useful to support multi-tenant 
SIEMs.

String

EntityName Unique string identifying the entity (e.g., HPP facility) that the 
organization monitors.

Confidence A float in the range [0,1] which expresses the confidence of the 
AI model about the assigned classification.

Float

Cause The cause of the security event. HYDRO-FBOX always uses the String

Status Event state in the overall lifecycle. This has always the value String

CreateTime It indicates the timestamp when the event was created by the 
module. 

String (UTC 
datetime 
following 
RFC 3339)

StartTime It indicates the deduced start of the cyberattack, which is 
extracted by the flow timestamps.

String (UTC 
datetime 
following 
RFC 3339)

Category A list of categories and subcategories from the ENISA 
Reference Incident Classification Taxonomy that are relevant 
to the security event. To populate this list, the Security Event 
Generation Module holds static maps between the labels and 
categories/subcategories combinations. 

List of 
strings

4 https://idmefv2.github.io/



AltCategory A list of categories and subcategories alternative to those from 
ENISA. This list will mainly include the relevant ATT&CK 
MITRE Tactics Techniques and Procedures (TTPs).

List of 
strings

Analyzer This class represents the HYDRO-FBOX instance that 
generates the security event.

Analyzer 
class

Analyzer.IP The IPv4 address of the host where HYDRO-FBOX is running. String
Analyzer.Name A unique name assigned to the HYDRO-FBOX instance. String
Analyzer.Model The model and software version of the HYDRO-FBOX 

instance.
String

Analyzer.Type Denotes the type of incidents that the analyzer detects. For 
HYDRO-FBOX, it is always "Cyber".

String

Analyzer.Category Includes the categories of the analyzer. For HYDRO-FBOX, it 
always includes the "NIDS" string.

List of 
strings

Analyzer.Method Includes the methods leveraged by the analyzer to detect the 
event. For HYDRO-FBOX, it always includes the "AI" string.

List of 
strings

Vector This class represents the attack vector that was utilized to 
launch the attack. Based on the flow analysis method of 
HYDRO-FBOX, the Vector list includes only a single instance of 
the class. 

List of 
Vector class 
instances

Vector.Category Based on the flow analysis method of HYDRO-FBOX, HYDRO-
FBOX uses always the "IPv4 Address" category.

String

Vector.Name It denotes the malicious IPv4 address, i.e. the source IPv4 
address.

String

Target This class represents the victim of the attack. Based on the flow 
analysis method of HYDRO-FBOX, the Target list includes only 
a single instance of the class. 

List of 
Target class 
instances

Target.IP This is the IPv4 address of the victim, i.e., destination IPv4 
address.

String

Attachment This class provides raw information from the Intrusion 
Detection Module and the xAI module, which can be used for 
documenting the 

List of 
Attachment 
class 
instances

Attachment.Name Denotes the type of the attachment. For HYDRO-FBOX, it can 
be either "Flow", "Label" or "Xai". Exactly one attachment 
for each Name is expected in the Attachment list.

Enum

Attachment.Content This is the payload of the attachment. String

Despite the fact that the status of IDMEFv2 is in the early stage of Internet Draft (I-D), meaning that it is 
a work-in-progress document that is intended to be published as a RFC and potentially leading to an 
Internet Standard, we choose to adopt IDMEFv2 since it satisfies the purposes of HYDRO-FBOX and can 
facilitate the integration with third-party security platforms, hence benefiting the exploitability and 
commercialisation potential of HYDRO-FBOX. The development of the Security Event Generation 
Module will be aligned with the development of IDMEFv2, adapting its implementation based on 
changes of the proposed standard.



3.1.8 SIEM Agent

The SIEM Agent module undertakes to transmit the security events to the preferred SIEM. Depending 
on the particular SIEM that HYDRO-FBOX aims to integrate with, the module can support various 
integration technologies, including:

HTTP REST: For each event generated by the Security Event Generation Module, the SIEM Agent 
can send it to the preferred SIEM via an HTTP POST request. The Agent already supports 
integration with the Wazuh SIEM, hence it can send security events directly to a Wazuh Manager 
instance via HTTP POST5.
Apache Kafka: The SIEM Agent can publish security events directly to a specific topic of an 
Apache Kafka broker. Then, a subscriber from the SIEM side can retrieve and analyse the events 
from the same topic asynchronously.
Rsyslog: This method allows the SIEM Agent to send the security events to a Syslog server 
residing on the SIEM, as syslog messages. 
Output to file: Through this method, the SIEM Agent outputs the security events to a rotating 
log file, allowing other applications (e.g., Logstash, Filebeat, etc) to read the new entries and 
asynchronously process the events that appear as new lines.

3.2 FedSWA: Federated Learning with Selective Weight 
Aggregation

This section describes a novel FL aggregation technique, namely FedSWA, that has been developed 
within D-HYDROFLEX project and can serve as an aggregation strategy in the Federated Training 
Module of HYDRO-FBOX.

FL faces several challenges, with the most prominent one being the data heterogeneity and non-identical 
and independently distributed (non-iid) data among the participating clients. A special type of data
heterogeneity is when clients completely miss some classes of the overall dataset, i.e., each client can 
only access a partial set of the whole class set. To deal with this issue, FedSWA is proposed. For ease of 
presentation, assume that the FL model is a multi-layer perceptron (MLP). In a nutshell, according to 
FedSWA, the server should selectively update the connecting weights in the final layer (known as classifier 
head) of the MLP. Specifically, the server should avoid updating global weights -
weights- associated with the classes that are entir
the server must identify which weights in the final layer should be updated, ensuring that updates are 
based solely on the contributions of clients with relevant data for those classes. Moreover, clients do not 
update the local weights that correspond to a missing class during the local training phase. Below, a more 
formal description is provided, along with the respective algorithm of FedSWA.

Let be the set of classes across all clients. Due to the effect of missing classes, client , owns only a 
subset of , denoted as . As such, the set of missing classes of client is given by . 

5 https://documentation.wazuh.com/current/user-manual/api/use-cases.html#ingest-security-events



Moreover, let denote the weights of the global model. Assume that the model is a MLP with hidden 
layers, and are the weights of client . The set of nodes in the -th layer of the MLP is denoted as , 
and is the total number of nodes in the respective layer. Note that in the last layer the number of nodes 
is equal to the total number of classes, i.e., . For simplicity, it is assumed that the indexing of the 
set of output nodes aligns with the class indices, i.e., . Finally, let denote the weight 
connecting the -th node of the ( )-th layer of the MLP, to the -th node of the -th layer for the -
th client.

To ease the reader, Table 3 summarizes the notation used in this section. Next, the local training step 
and the server update for FedSWA are presented:

Local Training: During the client's local training, FedSWA applies the following technique. The weights 
in the last layer that connect to output nodes corresponding to missing classes are not updated. To be 
more specific, firstly we focus on the weights of the last layer, denoted as , which are the weights 
connecting to the classification layer. Taking this into consideration, the set of weights in the last layer 
that will not be updated during local training, are described as 

.

Essentially, these weights correspond to the output nodes of the MLP that are associated with missing 
classes. Following that, all weights of the local model are updated conventionally, except for those in the 
last layer .  For this layer, the local update rule is given by

,

where , and represents the weights of the last layer that should be updated during local 
training. Here, and is the loss function.

Server Update: The server updates regularly all weights, apart from those of the last layer. For the update 
of the last layer, the server first needs to collect the indices of the clients that possess a certain class. For 
this purpose, we define the sets

where is the set of clients. Hence, contains the indices of all clients that have samples on class . To 
construct 
prior to the beginning of the training. Taking this into consideration, the global update of the last layer's 
weights come as follows:

.

Notice here that for the node that corresponds to the class , the server aggregates solely the weights of 
the clients that own samples with the respective class in their local datasets (these clients had updated 
the corresponding local weights during the local training phase).

Algorithm 1 summarizes the overall procedure of FedSWA.



Table 2: FedSWA Algorithm

Algorithm 1: FedSWA

1. Server executes:
2.     Initialize global weights 
3.     Request by all clients and construct 
4.          for each round do
5.               Send global weights to all clients
6.                for each client in parallel do
7.                          ClientUpdate( )           
8.           ,                                              # conventional aggregation

9.                      # FedSWA aggregation

          ClientUpdate( ):           
                 for each local epoch do
                       # conventional update
                       ,        
                        # FedSWA 
                        
                       
                       # Fed-SWA update
                      
                       = ConCat( , )
                       return to server

An illustrative example of the local model update of FedSWA is illustrated in Figure 3. Consider a local 
MLP of a client with layers, where layer is the input and layer is the output. The client possesses
data samples for the -th class but completely miss samples for the -th class, encoded with green 
and red color, respectively. According to FedSWA, during local update phase, the client will not update 
the weight , as well as any other weights that correspond to a node with an absent class. The 

weight will be updated conventionally, along with all weights that correspond to nodes with 
present classes



Figure 3: Illustrative example of local weight update for FedSWA

Table 3: List of notations for FedSWA

Symbol Description Symbol Description
Set of total classes Weights of the last layer of client 

, Set of missing (resp. present) classes 
of client 

Weights of the last layer of client 
that will not be updated in the local 

training step
Set of nodes in the -th layer of the 

MLP
Weights of the last layer of client 

that will be updated in the local 
training step

Number of nodes in the -th layer of 
the MLP

Subset of clients that own class 

Set of clients Initial global weights
The weight connecting the -th node 
of the ( )-th layer of the MLP to 
the -th node of the -th layer for the -
th client

Global weights

Learning rate Local loss function of client 



This section outlines and evaluates the Federated Intrusion Detection Models (FIDM) for classifying 
network traffic associated with industrial communication protocol widely used in industrial control 
systems, including those in a infrastructure. Hence, the considered FIDMs are trained on open-
source datasets that include network instances of ICS protocols, specifically DNP3, MODBUS, and IEC-
60870-5-104. In essence, the FIDM is the heart of the Intrusion Detection Module of HYDRO-FBOX, 
which undertakes the detection of potential intrusions. The effectiveness of the latter relies on the FL 
Training Module, which is also evaluated in this section. Finally, core functionalities of the xAI Module
are also exhibited in this chapter. 

4.1 Training and Evaluation Methodology

For the training and generation of FIDMs the following methodology is adopted. Given a dataset with 
network flows as the features, it is split into N sub-datasets, where N is the number of clients. These sub-
datasets are pairwise disjoint, meaning that they are non-overlapping. Moreover, the splitting of the 
dataset is performed in a stratified manner, with respect to the classes of the dataset. This implies that 
the distribution of the classes among the sub-datasets is uniform. This particularity creates a fair scenario 
regarding the distribution of the labels/classes. In what follows, each sub-dataset is allocated to a client, 
and it reflects the local dataset of the corresponding client. The considered sub-dataset is solely 
processed by the associated client, while no other client/entity has access to it. Prior to the FL training,
each client divides its local dataset into a training and testing set, where the corresponding train-test 
ratio is defined later in this document, along with the details of the FL setup. Again, a label-wise stratified 
split is employed for the training and testing datasets. Finally, each client individually preprocesses the 
local dataset.

The evaluation metrics used to assess the performance of the FIDMs, are defined below. Firstly, True 
Positive (TP) indicates the number of cyberattacks or abnormal network activities that have been 
detected successfully by a given FIDM. Accordingly, TN (True Negative) denotes the number of normal 
network instances that have been detected successfully. On the contrary, False Negatives (FN) express 
the number of malicious network activities that have been mistakenly classified as normal, while False 
Positive (FP) are the number of normal network instances that have been classified as abnormal. Given 
these definitions, the metrics used for evaluating the performance of various FIDMs are defined as:

which is defined as the ratio of correctly classified instances to the overall number of instances.

Also known as recall, which is the ratio of the abnormal instances that were correctly identified as 
abnormal to the total number of abnormal instances.



Which measures the proportion of normal network activity instances that have been mistakenly 
classified as malicious.

which is the harmonic mean of the precision and recall and is regularly used when the dataset to be 
evaluated is imbalanced, indicating varying frequency among classes presence.

.

Area Under Curve (AUC) represents the probability that a randomly chosen abnormal network instance 
is ranked higher than a randomly chosen normal instance

Please note that the abovementioned metrics are defined for binary classification problems. Since the 
problems encountered by the IDSs are multi-class classification problems, the metrics used in the 
evaluation results are averaged over the classes, i.e., for each class, treat the other classes as a single 

-class and calculate the evaluation metrics as if it were a binary classification problem. 
Afterwards, average the evaluation metrics across all classes.

Finally, it is noted that the above evaluation metrics are demonstrated for all aggregation strategies, as

included in the results, indicating a conventional training approach, where all the data are collected in a 
central entity. The latter has access to the overall dataset and uses it for conducting the training of the 

pper bound, 
while no FL aggregation strategy can surpass it. However, a small performance gap between the FL-

one implies the effectiveness of the former. Note that the 

performance comparison.

4.2 Evaluation of Federated Intrusion Detection Models (FIDM)

4.2.1 DNP3 Federated Intrusion Detection Model

DNP3 Protocol: DNP3 is a versatile and efficient SCADA protocol that is structured into four layers: data 
link, pseudo-transport, and application. In serial setups, commands are broadcasted. Compared to older 
protocols like Modbus, DNP3 offers enhanced robustness, efficiency, and interoperability, albeit with 
increased complexity. The protocol primarily aims to optimize system availability, focusing less on 
confidentiality and data integrity. It categorizes data into types such as binary inputs/outputs, analog 
inputs/outputs, counters, time and date, and file transfer objects. The application layer manages the 
exchange of data and messages between entities, defining the types of messages and data that can be 
exchanged and handling specific functions for requests and responses related to reading, writing, and 
control. On the other hand, the pseudo-transport layer handles the segmentation and reassembly of 
large messages into smaller units for transmission over the DNP3 network. Moreover, the data link layer 
manages the physical connection between entities, for reliable data transmission. The considered layer
is responsible for framing data into packets, detecting and correcting errors (such as through CRC 
checks), and managing acknowledgements and retransmissions to ensure successful data delivery.



Security issues: DNP3 has considerable security issues, since it is usually deployed in air-gapped 
environments, where security measures like encryption and authentication are not configured. Hence, 
malicious insiders could take advantage of the lack of security measures and launch various types of 
cyberattacks. In particular, a malicious actor could attempt unauthorized access, by sending 
unauthorized messages to DNP3 stations that could disrupt the operation of the DNP3 infrastructure
(e.g., messages that perform cold/warm restart or stop services). Next, reconnaissance threats are also 
imminent, since a malicious actor could perform enumeration attacks to discover active malicious codes 
and services or perform queries to retrieve diagnostics information, all of which can be leveraged to
exploit other vulnerabilities. Finally, a Man-in-the-Middle (MiTM) situation is possible, through Address 
Resolution Protocol (ARP) poisoning, during which the attacker could intercept information, modify the 
DNP3 data, or drop all communications to cause Denial of Service.

Dataset: The DNP3 FIDM has been trained in the public DNP3 dataset [25], which consists of the 
following cyberattacks:

ARP_POISONING: Includes malicious ARP messages, which are sent by the attacker to the 
victim DNP3 station,
legitimate DNP3 station.
COLD_RESTART: The malicious actor sends DNP3 packets
code. When the target receives this message, it sends back a confirmation message and
immediately performs a hard reboot.
DISABLE_UNSOLICITED: This attack disables the functionality of the outstation to send 
unsolicited messages to the master. To implement this attack, a malicious master sends disable 
unsolicited requests to the victim outstations.
DNP3_ENUMERATE: This reconnaissance attack tries random function codes and services at 
the targeted DNP3 station, aims to discover which of those are active in the target.
DNP3_INFO: This reconnaissance attack aims to retrieve diagnostics information from the 
targeted DNP3 station.
INIT_DATA: This is an unauthorized access attack, in which the attacker sends a Function Code 
15 / Initialize Data message to the targeted DNP3 slave, forcing the latter to re-initialise possible 
configurations to their initial values.
MITM_DOS: After performing ARP poisoning, the malicious actor is placed between a DNP3 
master and a DNP3 slave device, and drops all packets of their communication, thus causing a 
denial-of-service situation.
NORMAL: This refers to all legitimate DNP3 communication.
REPLAY: The attacker replays DNP3 packets coming from a legitimate DNP3 slave or DNP3 
master.
STOP_APP: This is an unauthorized access attack, in which the attacker sends a Function Code 
18 / Stop Application message to a DNP3 slave, requesting from the latter to stop DNP3 services
so that it cannot receive messages from the master.
WARM_RESTART: Similarly to the attack, this aims to perform a warm 
restart, i.e., only to restart the DNP3 services.

By using the above-mentioned dataset, the DNP3 FIDM has been trained in a federated fashion. 
Additional details and settings of the training, as well as the testing performance of the corresponding 
model, are comprehensively presented in Table 4.



Table 4: Evaluation results of DNP3 FIDM with CICFlowMeter

DNP3 FIDM (with CICFlowMeter)

Data type Network traffic flows and statistics, extracted with CICFlowMeter.

Data pre-processing 1. Remove categorical features that do not provide useful information 
(e.g., IP Address, destination port, timestamp, etc.)

2. Remove samples with missing, NULL, or infinity values. 
3. Encode labels into numbers (0-10). The mapping of string values to 

numbers is presented below.
4. Normalize features based on the training set (independently on each 

client). The z-score has been used for normalization.

Features 'TotLen Bwd Pkts', 'Fwd Pkt Len Min', 'Bwd Pkt Len Min', 'Flow IAT Min', 'Bwd Pkt 
Len Std', 'Flow IAT Mean', 'Fwd IAT Min', 'Bwd IAT Tot', 'Bwd IAT Mean', 'Bwd 
IAT Std', 'Bwd IAT Min', 'Fwd Pkts/s', 'Bwd Pkts/s', 'Pkt Len Min', 'Pkt Len Var', 
'PSH Flag Cnt', 'ACK Flag Cnt', 'Down/Up Ratio', 'Pkt Size Avg', 'Fwd Seg Size 
Avg', 'Subflow Fwd Byts', 'Init Fwd Win Byts', 'Init Bwd Win Byts', 'Active Mean', 
'Idle Min'

Classes/Attacks 0. ARP_POISONING
1. COLD_RESTART
2. DISABLE_UNSOLICITED
3. DNP3_ENUMERATE
4. DNP3_INFO
5. INIT_DATA
6. MITM_DOS
7. NORMAL
8. REPLAY
9. STOP_APP
10. WARM_RESTART

FL settings FL clients Local epochs Global rounds Batch size

3 5 60 64

Learning rate Optimizer

0.0005 Adam (beta_1=0.99, beta_2=0.999)

Samples per client Train-test ratio

1998 0.3

Model architecture input(76), Dense(256, ReLu),  Dense (256, ReLu), Dense (50, ReLu), 

Dense (11, softmax)

Strategy Accuracy TPR FPR F1 AUC



Evaluation metrics 
comparison

Centralized 78.50% 78.50% 2.15% 74.88% 97.96%

FedAvg 76.07% 76.07% 2.39% 74.86% 97.44%

FedProx 74.84% 74.84% 2.25% 72.27% 97.38%

FedYogi 70.96% 70.99% 2.90% 66.60% 97.52%

FedAdam 24.13% 24.17% 7.57% 19.68% 64.41%

FedAdagrad 69.73% 69.70% 3.02% 66.76% 96.46%

StatAvg 77.98% 78.00% 2.20% 73.95% 97.54%

Evaluation metrics 
evolution (best 
strategy)

Figure 4: Evolution of the average testing accuracy for DNP3 FIDM with CICFlowMeter



Figure 5: Evolution of the average F1 score for DNP3 FIDM with CICFlowMeter

Confusion Matrix 

(best strategy)

Figure 6: Confusion Matrix of DNP3 FIDM with CICFlowMeter



As it may be observed in Table 4, the DNP3 FIDM achieves a detection accuracy of 77.98%. The optimal 
aggregation strategy was StatAvg, indicating potential feature drift in the dataset, a data regime that 
StatAvg addresses more effectively compared to the rest of the aggregation strategies. The 

training was quite effective. Therefore, the FIDM is both privacy-preserving and exhibits high 
performance, which is almost equivalent to the one the upper bound.

4.2.2 MODBUS Federated Intrusion Detection Model

MODBUS Protocol: MODBUS is one of the most used communications protocols in the ICS. 
Communication through Modbus typically involves three stages: firstly, a device generates a request 
directed at another device; secondly, the receiving device executes the actions necessary to fulfil the 
request; and finally, the resulting information is returned to the initiating device. This structured process 
offers a key advantage in its interaction model among network nodes. Operating in a client-server 
framework, it allows each server device to simultaneously exchange data with multiple clients, enabling 
efficient and flexible communication. The Modbus/TCP variant retains the core functionality of the 
original serial protocol but introduces a significant enhancement: a TCP/IP encapsulation layer. This 
addition adapts Modbus for modern Ethernet-based networks, enabling improved scalability, reliability, 
and integration with broader IT infrastructure while maintaining compatibility with the established 
protocol principles.

Security Issues: MODBUS, while widely used in ICS, has notable security vulnerabilities due to its age 
and original design, which prioritized simplicity and compatibility over security. Specifically, it does not 
include mechanisms for authenticating devices or users. Any device on the network can send commands, 
including potentially malicious ones, leading to unauthorized access and control. Also, attackers can 
impersonate legitimate devices by spoofing their IP addresses, enabling them to inject malicious 
commands. Additionally, unencrypted communication and lack of integrity checks may give rise to man-
in-the-middle (MITM) attacks. Moreover, MODBUS is vulnerable to DoS attacks due to the lack of rate 
limiting capabilities or protection against excessive connection attempts. Therefore, flooding attacks 
may overwhelm the devices and render them unresponsive. Finally, MODBUS is susceptible to replay 
attacks, where attackers can capture and resend valid packets to disrupt core control operations.

Dataset: The MODBUS FIDM has been trained in the public dataset [26]. The attacks were conducted in 
a testbed, which emulates cyber-physical processes controlled by a SCADA system using the MODBUS 
protocol. It consists of a liquid pump simulated by an electric motor controlled by a Variable Frequency 
Drive, which in its turn is controlled by a PLC. More details on the network topology can be found in [27]. 
The attacks included in this dataset are described below:

Mitm: This attack occurs when an attacker intercepts communication between the SCADA 
system's devices (e.g., PLCs and Human Machine Interfaces) and manipulates the data being 
exchanged. This allows the attacker to modify control commands, such as altering set points or 
overriding system readings, potentially causing unsafe conditions.
PingFloodDoS: The attacker floods the network with Internet Control Message Protocol (ICMP)

traffic to be dropped. This results in a slowdown or complete disruption of communication 
between SCADA devices. The attacker can continuously initiate connections while avoiding the 
acknowledgment of the SYN-ACK responses, leading to a denial of service.



TCPSYNFloodDoS: This attack exploits the three-way handshake process in TCP connections 
by sending a large number of SYN packets to a target device, such as a SCADA server, without 
completing the handshake
Query Flooding: This attack is DoS-based and operates on the application layer (MODBUS). It 
floods the target device with read/request operations which may lead to resource exhaustion and 
connectivity disruption.

Table 5: Evaluation results of MODBUS FIDM with CICFlowMeter

MODBUS FIDM (with CICFlowMeter)

Data type Network traffic flows and statistics from MODBUS protocol traffic, extracted 
with CICFlowMeter.

Data pre-processing 1. Remove categorical features that do not provide useful information 
(e.g., IP Address, destination port, timestamp, etc.)

2. Remove samples with missing, NULL, or infinity values. 
3. Encode labels into numbers (0-10). The mapping of string values to 

numbers is presented below.
4. Normalize features based on the training set (independently on each 

client). The z-score has been used for normalization.

Features 'Flow Duration', 'Tot Fwd Pkts', 'Tot Bwd Pkts', 'TotLen Fwd Pkts','TotLen Bwd 
Pkts', 'Fwd Pkt Len Max', 'Fwd Pkt Len Min','Fwd Pkt Len Mean', 'Fwd Pkt Len 
Std', 'Bwd Pkt Len Max', 'Bwd Pkt Len Min', 'Bwd Pkt Len Mean', 'Bwd Pkt Len 
Std', 'Flow Byts/s', 'Flow Pkts/s', 'Flow IAT Mean', 'Flow IAT Std', 'Flow IAT Max', 
'Flow IAT Min', 'Fwd IAT Tot', 'Fwd IAT Mean', 'Fwd IAT Std','Fwd IAT Max', 'Fwd 
IAT Min', 'Bwd IAT Tot', 'Bwd IAT Mean', 'Bwd IAT Std', 'Bwd IAT Max', 'Bwd IAT 
Min', 'Fwd PSH Flags', 'Bwd PSH Flags', 'Fwd URG Flags', 'Bwd URG Flags', 'Fwd 
Header Len', 'Bwd Header Len', 'Fwd Pkts/s', 'Bwd Pkts/s', 'Pkt Len Min','Pkt Len 
Max', 'Pkt Len Mean', 'Pkt Len Std', 'Pkt Len Var', 'FIN Flag Cnt', 'SYN Flag Cnt', 
'RST Flag Cnt', 'PSH Flag Cnt', 'ACK Flag Cnt', 'URG Flag Cnt', 'CWE Flag Count', 
'ECE Flag Cnt', 'Down/Up Ratio', 'Pkt Size Avg', 'Fwd Seg Size Avg', 'Bwd Seg Size 
Avg', 'Fwd Byts/b Avg', 'Fwd Pkts/b Avg', 'Fwd Blk Rate Avg', 'Bwd Byts/b Avg', 
'Bwd Pkts/b Avg', 'Bwd Blk Rate Avg', 'Subflow Fwd Pkts', 'Subflow Fwd Byts', 
'Subflow Bwd Pkts', 'Subflow Bwd Byts', 'Init Fwd Win Byts', 'Init Bwd Win Byts', 
'Fwd Act Data Pkts', 'Fwd Seg Size Min', 'Active Mean', 'Active Std', 'Active Max', 
'Active Min', 'Idle Mean', 'Idle Std', 'Idle Max','Idle Min'

Classes/Attacks 0. Query_Flooding
1. mitm
2. normal
3. pingFloodDoS
4. tcpSYNFloodDDoS

FL settings FL clients Local epochs Global rounds Batch size



3 4 120 128

Learning rate Optimizer

0.0008 Adam (beta_1=0.99, beta_2=0.999)

Samples per client Train-test ratio

18051 0.3

Model architecture input(86), Dense(64, ReLu),  Dense (256, ReLu), Dense (256, ReLu), 

Dense (5, softmax)

Evaluation metrics 
comparison

Strategy Accuracy TPR FPR F1 AUC

Centralized 79.88% 79.88% 5.01% 81.04% 94.43%

FedAvg 75.38% 75.38% 6.15% 76.85% 93.71%

FedProx 68.22% 68.22% 7.94% 65.66% 90.41%

FedYogi 77.12% 77.12% 5.71% 78.67% 93.56%

FedAdam 67.57% 67.57% 8.10 65.78% 90.76%

FedAdagrad 67.56% 67.56% 8.10% 65.52% 90.08%

StatAvg 79.88% 79.88 5.02% 81.02% 94.41%

Evaluation metrics 
evolution (best 
strategy)

Figure 7: Evolution of the average testing accuracy for MODBUS FIDM with CICFlowMeter



Figure 8: Evolution of the average F1 score for MODBUS FIDM with CICFlowMeter

Confusion Matrix 

(best strategy)

Figure 9: Confusion Matrix of MODBUS FIDM with CICFlowMeter

As it can be observed in Table 5, the aggregation strategy StatAvg showcases superior performance, 
compared to the rest of the strategies. Additionally, the performance is equivalent to that of a 



4.2.3 IEC-60870-5-104 Federated Intrusion Detection Model

IEC-60870-5-104 Protocol: This standard is part of the IEC 60870 set of standards, which define 
the communication profile of supervisory control and data acquisition systems that apply on electrical 
engineering and power system automation. IEC 60870-5-104 (aka IEC-104) is the standard that defines 
the network access protocol for IEC 60870-5-101 using standard transport profiles, enabling
communication over TCP/IP. The role of IEC-104 is critical for allowing interoperable SCADA systems, 
since the TCP/IP transport protocol allows for the physical and data link layers to be abstracted, thus 
permitting communication over various mediums, including X.25, Frame Relay, ATM, Ethernet, etc. At 
the same time, -5-101 data objects, thus 
achieving compatibility with IEC 60870-5-101 systems. The topology of IEC-104 consists of multiple 
servers/slaves (RTUs) that control physical components of power automation systems (e.g., switches in 
substations). The RTUs are controlled by RTU masters, which issue commands to the RTU servers 
through the IEC-104 protocol. The protocol uses the 2404/tcp port.

Security issues: Despite its complexity, IEC 60870-5-104 is characterized by significant vulnerabilities 
since it is usually deployed without authentication and authorization controls, while the Ethernet 
architecture provides a shared medium that could allow adversaries unauthorized access and the 
opportunity to intercept traffic and launch adversary campaigns. Indicatively, the absence of 
authentication and authorization controls could allow an adversary to send messages that write specific 
address registers on targeted devices, potentially causing unintended effects on the power infrastructure 
that the targeted devices control. Moreover, the absence of encryption permits adversaries to intercept 
network traffic and modify network packets thus compromising the communication between stations.

Dataset: The IEC-60870-5-104 FIDM has been trained in the public IEC-60870-5-104 dataset [28], which 
consists of the following cyberattacks:

C_CI_NA_1: This is an unauthorized access attack, in which the attacker sends a C_CI_NA_1 / 
Counter Interrogation in the Control Direction command to the target system.
C_CI_NA_1_DoS: This is packet flooding attack, in which the attacker continuously transmits
C_CI_NA_1 / Counter Interrogation in the Control Direction commands to the target system, 
aiming to exhaust computing resources and cause service unavailability.
C_RD_NA_1: This is an unauthorized access attack, in which the attacker sends a C_RD_NA_1 / 
Read command to the target system.
C_RD_NA_1_DoS: This is packet flooding attack, in which the attacker continuously transmits 
C_RD_NA_1 / Read commands to the target system, aiming to exhaust computing resources and 
cause service unavailability.
C_RP_NA_1: This is an unauthorized access attack, in which the attacker sends a C_RP_NA_1 / 
Reset Process command to the target system.
C_RP_NA_1_DoS: This is packet flooding attack, in which the attacker continuously transmits 
C_RP_NA_1 / Reset Process commands to the target system, aiming to exhaust computing 
resources and cause service unavailability.
C_SC_NA_1: This is an unauthorized access attack, in which the attacker sends a C_SC_NA_1 / 
Single Command without Time Tag command to the target system.



C_SC_NA_1_DoS: This refers to a packet flooding attack, in which the attacker continuously 
transmits C_SC_NA_1 / Single Command without Time Tag commands to the target system, 
aiming to exhaust computing resources and cause service unavailability.
C_SE_NA_1: This is an unauthorized access attack, in which the attacker sends a C_SE_NA_1 / 
Set-point (normalized value without time tag) command to the target system. 
C_SE_NA_1_DoS: This refers to a packet flooding attack, in which the attacker continuously 
transmits C_SE_NA_1 / Set-point (normalized value without time tag) commands to the target 
system, aiming to exhaust computing resources and cause service unavailability.
M_SP_NA_1_DoS: This refers to a packet flooding attack, in which the attacker continuously 
transmits M_SP_NA_1 / Single-point information without time tag commands to the target 
system, aiming to exhaust computing resources and cause service unavailability.

IEC-60870-5-104 FIDM (with CICFlowMeter)

Data type Network traffic flows and statistics, extracted with CICFlowMeter.

Data pre-processing 1. Remove categorical features that do not provide useful information 
(e.g., IP Address, destination port, timestamp, etc.)

2. Remove samples with missing, NULL, or infinity values. 
3. Encode labels into numbers (0-10). The mapping of string values to 

numbers is presented below.
4. Normalize features based on the training set (independently on each 

client). The z-score has been used for normalization.

Features 'Flow Duration', 'Tot Fwd Pkts', 'Tot Bwd Pkts', 'TotLen Fwd Pkts','TotLen Bwd 
Pkts', 'Fwd Pkt Len Max', 'Fwd Pkt Len Min','Fwd Pkt Len Mean', 'Fwd Pkt Len 
Std', 'Bwd Pkt Len Max', 'Bwd Pkt Len Min', 'Bwd Pkt Len Mean', 'Bwd Pkt Len 
Std', 'Flow Byts/s', 'Flow Pkts/s', 'Flow IAT Mean', 'Flow IAT Std', 'Flow IAT Max', 
'Flow IAT Min', 'Fwd IAT Tot', 'Fwd IAT Mean', 'Fwd IAT Std','Fwd IAT Max', 'Fwd 
IAT Min', 'Bwd IAT Tot', 'Bwd IAT Mean', 'Bwd IAT Std', 'Bwd IAT Max', 'Bwd IAT 
Min', 'Fwd PSH Flags', 'Bwd PSH Flags', 'Fwd URG Flags', 'Bwd URG Flags', 'Fwd 
Header Len', 'Bwd Header Len', 'Fwd Pkts/s', 'Bwd Pkts/s', 'Pkt Len Min','Pkt Len 
Max', 'Pkt Len Mean', 'Pkt Len Std', 'Pkt Len Var', 'FIN Flag Cnt', 'SYN Flag Cnt', 
'RST Flag Cnt', 'PSH Flag Cnt', 'ACK Flag Cnt', 'URG Flag Cnt', 'CWE Flag Count', 
'ECE Flag Cnt', 'Down/Up Ratio', 'Pkt Size Avg', 'Fwd Seg Size Avg', 'Bwd Seg Size 
Avg', 'Fwd Byts/b Avg', 'Fwd Pkts/b Avg', 'Fwd Blk Rate Avg', 'Bwd Byts/b Avg', 
'Bwd Pkts/b Avg', 'Bwd Blk Rate Avg', 'Subflow Fwd Pkts', 'Subflow Fwd Byts', 
'Subflow Bwd Pkts', 'Subflow Bwd Byts', 'Init Fwd Win Byts', 'Init Bwd Win Byts', 
'Fwd Act Data Pkts', 'Fwd Seg Size Min', 'Active Mean', 'Active Std', 'Active Max', 
'Active Min', 'Idle Mean', 'Idle Std', 'Idle Max','Idle Min'

Classes/Attacks 0. Normal
1. C_ci_na_1
2. C_ci_na_1_DoS
3. C_rd_na_1
4. C_rd_na_1_DoS



5. C_rp_na_1
6. C_rp_na_1_DoS
7. C_sc_na_1
8. C_sc_na_1_DoS
9. C_se_na_1
10. C_se_na_1_DoS
11. M_sp_na_1_DoS

FL settings FL clients Local epochs Global rounds Batch size

3 3 100 32

Learning rate Optimizer

0.001 Adam (beta_1=0.99, beta_2=0.999)

Samples per client Train-test ratio

2276 0.2

Model architecture input(76), Dense(256, ReLu),  Dense (256, ReLu), Dense (128, ReLu), Dense (64, 
ReLu), Dense (12, softmax)

Evaluation metrics
comparison

Strategy Accuracy TPR FPR F1 AUC

Centralized 64.37% 64.37% 3.23% 62.73% 95.70%

FedAvg 62.64% 62.64% 3.39% 61.80% 95.33%

FedProx 62.28% 62.28% 3.43% 61.56% 95.22%

FedYogi 62.06% 62.06% 3.44% 61.59% 94.85%

FedAdam 62.50% 62.50% 3.40% 61.12% 95.89%

FedAdagrad 62.28% 62.28% 3.43% 61.11% 95.11%

StatAvg 62.06% 62.06% 3.44% 61.59% 94.85%



Evaluation metrics 
evolution (best 
strategy)

Figure 10: Evolution of average testing accuracy for IEC-60870-5-104 FIDM with CICFlowMeter

Figure 11: Evolution of average F1 score for IEC-60870-5-104 FIDM with CICFlowMeter



Confusion Matrix

(best strategy)

Figure 12: Confusion Matrix of IEC-60870-5-104 FIDM with CICFlowMeter

At a first glance, it is observed that the IEC-60870-5-104 FIDM has slightly decreased performance with 
detection accuracy close to 62.64%. However, by examining the confusion matrix in Figure 12, it can be 

This indicates that the model achieves 100% accuracy in distinguishing between malicious and 
benign traffic instances, but it occasionally misclassifies specific types of attacks as other attack 
categories. This behavior is reasonable, since many attacks a hile the specific DoS
type is implicit from the application layer of IEC-60870-5-104. However, CICFlowMeter generates 
features and statistics that describe solely the transport layer (TCP). One should design a custom flow 
generator that considers the application layer packets of IEC-60870-5-104, in order to enhance the ability 
of the FIDM to classify correctly different type of attacks.

4.3 Evaluation of FedSWA

In this section, the performance of the custom aggregation strategy, FedSWA, which has been introduced 
in Section 3, is assessed. Recall that FedSWA aims to address the issue of missing classes among the 
dataset of the participating clients. For this purpose, below the setting of the simulation experiments for 
evaluating the proposed aggregation strategy are described.



Firstly, to showcase scalability, the simulation assumes the participation of 10 clients in the FL process. 
To simulate the effect of incomplete classes in the clients' datasets, each client is assigned only a subset 
of the overall classes. Specifically, the experiments were conducted using the DNP3 intrusion detection 
dataset, which consists of 11 classes. Therefore, each client is randomly allocated 4 out of the 11 classes, 
meaning that each client is missing more than half of the overall classes.

As a baseline aggregation strategy for comparison purposes, the conventional FedAvg was selected, 
along with FedProx, which is considered one of the main aggregation techniques that effectively 
addresses various types of non-iid datasets. Additionally, as a performance upper bound, the FedAvg-iid 
is introduced. This baseline indicates the case where the samples are iid among clients, and thus, all 
clients own data from all classes. Notice that the total number of samples across all clients in the case of 
FedAvg-iid is the same as the rest of the aggregation strategies. Obviously, FedAvg-iid cannot be 
surpassed by any other strategy and is only included as a performance upper bound. 

The following table summarizes the simulation setup and demonstrates the performance metrics of the 
experiments. The settings remain similar to the previous experiments on DNP3 dataset, unless specified 
otherwise. Note that all experiments are averaged over five (5) individual runs in a Monte Carlo fashion.

Table 6: Performance evaluation of FedSWA on DNP3 FIDM

Classes/Attacks 0. ARP_POISONING
1. COLD_RESTART
2. DISABLE_UNSOLICITED
3. DNP3_ENUMERATE
4. DNP3_INFO
5. INIT_DATA
6. MITM_DOS
7. NORMAL
8. REPLAY
9. STOP_APP
10. WARM_RESTART

FL settings FL clients Local epochs Global rounds Batch size

10 1 80 32

Learning rate Optimizer

0.001 Adam (beta_1=0.99, beta_2=0.999)

Training samples per client (average) Number of classes per client

144 4

Model 
architecture

input(76), Dense(256, ReLu),  Dense (256, ReLu), Dense (50, ReLu), Dense (11, 
softmax)

Evaluation metrics 
comparison

Strategy Accuracy TPR FPR F1 AUC

FedAvg-iid 74.27% 74.27% 2.57% 71.58% 96.96%



FedAvg 62.76% 54.84% 3.72% 62.76% 96.21%

FedProx
64.05% 55.14% 3.69% 64.05%

96.20%

FedSWA 65.10% 56.74% 3.51% 65.10% 96.23%

Testing accuracy
evolution 

Figure 13: FedSWA accuracy comparison with baselines



Confusion Matrix 
(FedSWA)

Figure 14: Confusion Matrix of FedSWA on DNP3 FIDM

According to simulation results of Table 6, it is evident that FedSWA outperforms both FedAvg and 
FedProx. Specifically, it demonstrates an increase of ~2.5% and ~1% in detection accuracy, compared 
to FedAvg and FedProx, respectively. Although this performance gain is rather small, it highlights the 
potential of FedSWA, particularly when compared to FedProx, which is considered as one of the most 
effective aggregation strategies that handles a wide range of client heterogeneity scenarios.

4.4 Evaluation of xAI Module

This section presents the core functionalities and evaluates the xAI Module of HYFRO-FBOX. The xAI 
module relies on SHAP method. SHAP is based on Shapley value technique, which is used in game theory 
to determine the measure of impact that a player has in a collaborative game. In the context of an IDS, 

ecision of the model. 
Moreover, SHAP can be used for both local and global explainability. In the former case, interpretation 
of a result is provided for a single instance, e.g., a specific network traffic instance on the industrial 
communication network of the HPP. In the latter case, SHAP can provide insights for a set of instances, 



and thus, provide explainability in a broader aspect, considering multiple network traffic instances. In this 
case, SHAP reveals the contribution of the network traffic features and their correlation to specific types
of cyberattacks.

Next, the core setup of the experiments relevant to the xai Module is described below. This setting is the 
same for all FIDMs

Background samples selection: A subset of 200 random samples from the test dataset is chosen to 
act as the baseline for explaining the model's predictions. 
Explainer Initialization: An explanation method is initialized using a trained FIDM and the selected 
background data, with feature names provided for interpretability. 
Selection of data to explain: A random subset of the test data (100 samples) is chosen to analyze 
and explain, reducing computational effort.

Before presenting some examples on the use of the xai Module on the previosuly trained FIDMs, the 
following concepts of SHAP are introduced:

a) Feature importance plot: This plot expresses the importance of each feature of the dataset. In 
essence, the average absolute value Shapley value of each feature is calculated, across a set of 
collected instances/samples. Although feature importance does not imply explainability per se, 
it provides insights regarding the significance of each feature, facilitating the interpretation of 
the feature set by the user of the model.

b) Beeswarm plot: It belongs to the global explainability domain, since it relies on a set of multiple 
instances, instead of a single one. The beeswarm plot integrates feature importance with feature 
effects. Each point on the plot represents a Shapley value corresponding to a specific feature and 
instance. The y-axis position reflects the feature, while the x-axis position indicates the Shapley 
value. The color gradient shows the feature's value, ranging from low to high. To illustrate the 
distribution of Shapley values for each feature, overlapping points are slightly offset along the y-
axis. Features are arranged in descending order of importance. Note that for a multi-class 
classification model, a beeswarm plot corresponds to a single class. Therefore, this plot 
demonstrates the impact of the feature values on the decision of the model for this specific class. 
One has to generate multiple beeswarm plots and investigate the impact of the features on given 
classes, independently.

c) Waterfall plot: The waterfall plot falls within the domain of local explainability, focusing on the 
behavior of a model for a specific instance, such as a single network traffic flow instance. Its 
primary goal is to visually represent the contribution of individual features to the model's 
decision for a specific class. By breaking down the prediction, the plot highlights how each 
feature influences the outcome, either positively or negatively. It is important to note that the 
waterfall plot is designed for a single class. To analyze the impact of features on the model's 
decisions across multiple classes, separate waterfall plots need to be generated for each class. 
This tailored approach ensures clarity and provides deeper insights into the decision-making 
process for individual predictions. This is the primary explainability functionality that a user 
expects, given the decision of a model for a specific prediction.



Table 7: Explainability of DNP3 FIDM.

Feature Importance
plot

Figure 15: Feature importance of DNP3 FIDM

Beeswarm plot

Figure 16: Example of beeswarm plot of DNP3 FIDM for class "MITM DoS"



Figure 17: Example of beeswarm

Waterfall plot

Figure 18: Example of waterfall plot for network instance on DNP3 FIDM, for the class 



Figure 19: Example of waterfall plot for

Table 7 presents some explainability examples on the DNP3 FIDM. In Figure 15Figure 15: Feature 
importance of DNP3 FIDMFigure 15, the importance of feature is demonstrated. It can be observed that 
the maximum length and the standard deviation of the length of forward direction packets are the two 
most significant features, while the total number of backward direction packets follows. Moving to the 
beeswarm plot in Figure 16Figure 16 and Figure 17 the impact of the features for the prediction of the 

Figure 16,a high 
mean interarrival time between packets in a flow is positively associated with the "MITM DoS" attack. 
Conversely, a high maximum interarrival time in the backward direction appears to suggest the absence 
of a "MITM DoS" attack. Accordingly, in Figure 17,it is evident that high value of the total number of bytes 

Although the duration of the flow is also positively correlated, its impact is significantly smaller.

In the continue, Figure 18Figure 18 and Figure 19, exhibit paradigms of local explainability, i.e., aim to 
provide interpretation of a single network instance. Specifically, Figure 18 illustrates the reasoning 

This network instance presented high values of minimum 
and mean flow interarrival time, which were the most dominant features that urged the DNP3 FIDM to 
make such prediction. Interestingly, this interpretation coincides with the insights in Figure 16, which 
indicated the same features as important from a global perspective. Similar reasoning can be applied in
Figure 19 .



Table 8: Explainability of MODBUS FIDM

Feature Importance 
plot

Figure 20: Feature importance of MODBUS FIDM

Beeswarm plot

Figure 21



Figure 22: Example of beeswarm

Waterfall plot

Figure 23



Figure 24

Table 8 presents some explainability examples on MODBUS FIDM. Firstly, in Figure 20 it is evident that 
the flow duration, and the total number of packets and their length in both forward and backward 
directions play the most significant role, as perceived by the MODBUS FIDM.

Next, Figure 21 illustrates a beeswarm plot, which presents the impact of the features for the prediction 
the low value of Down/Up ratio, and high values of 

SYN packets and that of the minimum segment size in the forward direction, are the prominent features 

SYN flag count is a hallmark of SYN flood attacks, as well as the imbalance in forward and backward 
traffic specified by the down/up ratio. In Figure 22, the beeswarm plot illustrates the impact of the 

As an interpretation example of the figure, an intermediate 
number of down/up ratio of packets within a flow seems to indicate normal behavior, while high or small 
values potentially indicate an abnormal network activity. 

Continuing with the local explainability aspect, Figure 23 illustrates the impact of the features of a 

. The same effect is 
observed for the average bulk rate of forward direction packets. Note that, although the relatively high 

its effect is less significant compared to the down/up ratio and Fwd Bulk Rate Avg features, which 
On the contrary, Figure 24 illustrates the 

that the interpretation aligns with that of the global explainability in Figure 21.

Finally, Table 9 illustrates some examples on the explainability of the IEC-60870-5-104 FIDM.



Table 9: Explainability of IEC-60870-5-104 FIDM

Feature 
Importance plot

Figure 25: Feature importance of IEC-60870-5-104 FIDM

Beeswarm plot

Figure 26: Example of beeswarm plot of IEC-60870-5- c_ci_na_1_DoS



Waterfall plot

Figure 27 -60870-5-104 FIDM, for the 



4.5 Plans for Testing & Evaluation in Relevant Environment 

The initial evaluation results presented in Section 4 were obtained by analysing existing datasets in the 
form of PCAP or CSV files, thus simulating the input that HYDRO-FBOX would obtain from a network 
infrastructure. Towards the final version of HYDRO-FBOX (to be documented in D5.1) and the 
deployment of HYDRO-FBOX that is going to take place during the demonstration campaigns (Task 6.2), 
it is planned to re-evaluate HYDRO-FBOX in more realistic conditions that are close to an operational 
environment. The upcoming evaluation activities will focus on two aspects: a) realistic deployment on 
the OT environment, with real-time data analysis, and b) coverage of attack methods relevant to the OT 
environment.

Figure 28: Testing and Evaluation in Relevant Environment

Figure 28 depicts the planned evaluation environment for HYDRO-FBOX. The tool will be deployed on a 
dedicated Linux Virtual Machine (VM), and port mirroring configuration will be applied so that the 
Network Traffic Monitoring module will receive real-time network traffic. An OT device will be used (e.g., 
a PLC) along with a supervision station that would generate the baseline OT network traffic that is 
considered normal. Finally, another dedicated VM will emulate the attacker, target the corresponding 
OT assets and attempt to compromise them. The evaluation will consist of conducting several 
experiments, in the form of different cyberattacks executed in real-time, in accordance with the user & 
system requirements of D-HYDROFLEX. The goal of each experiment will be the timely and real-time 
detection of each cyberattack, thus simulating a real-
in a relevant environment.

The second aspect of evaluation concerns the coverage of relevant attack methods, in the form of
Tactics, Techniques, and Procedures (TTPs). The TTPs describe the behaviour of threat actors, including
their high-level objectives, the general methods used to achieve those objectives, and the specific 
implementations or variations of techniques, usually tied to a specific particular threat group. The MITRE 
ATT&CK matrix for ICS6 is a knowledge base focused on ICS, which collects and groups all known 

6 https://attack.mitre.org/matrices/ics/



techniques into relevant tactics. Considering the above, the coverage of relevant attack methods will be 
ensured by selecting cyberattacks corresponding to different TTPs, thus covering an adequate range of 
TTPs in the MITRE ATT&CK matrix for ICS. 



This document outlined the key features of HYDRO-FBOX, an AI-driven intrusion detection system 
designed to safeguard the networking infrastructure of HPPs. The reference architecture of HYDRO-
FBOX, along with its modules, was also presented. Finally, this initial version of HYDRO-FBOX was tested 
on public datasets for network intrusion detection, aiming to evaluate its capabilities and performance 
in detecting cyber-attacks and explaining its decisions via XAI techniques.

Regarding future plans for the design of the final version of HYDRO-FBOX in WP5, particular attention 
will be given to enhancing the flow generator module by introducing additional parsers that primarily 
target the application layer. The generated features will serve as input to the FL training module, aiming 
to improve the detection accuracy of cyberattacks. Moreover, the FL training module will be enhanced 
to include active learning capabilities and personalization of the FL clients. Finally, future developments 
will focus on integrating all HYDRO-FBOX modules to ensure seamless operation in monitoring the 
underlying network infrastructure, detecting potential anomalies and cyberattacks, generating 
corresponding security events, and informing the security operator.



Table 10: List of aggregation strategies

Aggregation 
Strategy

Description

FedAvg [9] FedAvg (Federated Averaging) is the de facto algorithm used in federated learning, where 
multiple decentralized devices/clients collaboratively train a machine learning model 
without sharing their raw local data. Each participating client computes updates to the
local model relying on its own data and then shares these updates (often model weights) 
with a central server. The server averages these updates and sends the aggregated model 
back to the devices for further training. The local model averaging may be simple or 

process repeats iteratively, enabling the model to improve while preserving data privacy 
and reducing the need for centralized data storage. FedAvg is efficient in terms of both 
computation and communication. Moreover, it serves as the foundation of all aggregation 
strategies, since it describes the core steps of the FL process.

FedProx
[29]

FedProx (Federated Proximal) is an extension of the FedAvg algorithm designed to 
improve federated learning, in scenarios with heterogeneous data and system 
environments. In typical FL environments, the data across different clients may be non-
i.i.d., leading to issues such as slow convergence, model bias, and poor performance. 
FedProx addresses this by introducing a regularization term to the local objective 
function, which helps maintain stability during the training process. This regularization 
acts as a proximal term that encourages local updates to be close to the global model, 
ensuring that clients with diverse data distributions do not deviate too far from the central 
model. Specifically, the loss function of a client is expressed as

where are the local weights of the client and are the are the global weights. By 
incorporating this approach, FedProx improves convergence in cases where data is highly 
skewed or clients have different computational capabilities.

FedYogi
[30]

FedYogi is a federated optimization algorithm inspired by the Yogi optimizer. It leverages 
an adaptive learning rate and controls gradient variance to ensure robust convergence in 
federated settings. It balances the trade-off between fast convergence and stability, 
making it effective for diverse and non-IID (non-identically distributed) data across clients.

FedAdagrad 
[30]

FedAdam adapts the Adam optimizer to federated learning. It combines adaptive learning 
rates and momentum-based gradient updates to improve convergence speed and 
performance. FedAdam is particularly well-suited for scenarios with heterogeneous data 
distributions, as it adjusts updates dynamically for each client.

FedAdam 
[30]

FedAdagrad is based on the Adagrad optimizer, which uses adaptive learning rates based 
on historical gradient information. In federated learning, FedAdagrad ensures fairness and 



stability across devices by scaling updates appropriately for different client data 
distributions, especially in non-IID settings.

StatAvg
[31]

Is an aggregation technique developed by MINDS during the activities of HORIZON2020 
AI4CYBER project. The goal of StatAvg is to aggregate statistical properties of the 

feature normalization purposes. It applies prior to the actual FL training and can be 
combined with any aggregation strategy. StatAvg is particularly useful in scenarios with 
feature drift, i.e., when the feature distribution among clients is not iid. 



The following table summarizes the flow statistics generated by CICFlowMeter in Network Flow 
Generator Module. These statistics form the feature space of the dataset that is used either for training 
or testing, by the Federated Training Module or the Intrusion Detection Module, respectively.

Table 11: CICFlowMeter flow statistics

Feature Description

Flow ID ID of the flow

Src IP Source IP address

Src Port Source TCP/UDP port

Dst IP Destination IP address

Dst Port Destination TCP/UDP port

Protocol Protocol related to the flow

Timestamp Timestamp of the flow

Flow Duration Duration of the flow in microseconds

Tot Fwd Pkts Number of total packets in forward direction

Tot Bwd Pkts Number of total packets in backward direction

TotLen Fwd Pkts Total size of packets in forward direction

TotLen Bwd Pkts Total size of packets in backward direction

Fwd Pkt Len Max Maximum size of packet in forward direction

Fwd Pkt Len Min Minimum size of packet in forward direction

Fwd Pkt Len Mean Mean size of packet in forward direction

Fwd Pkt Len Std Standard deviation size of packet in forward direction

Bwd Pkt Len Max Maximum size of packet in backward direction

Bwd Pkt Len Min Minimum size of packet in backward direction

Bwd Pkt Len Mean Mean size of packet in backward direction

Bwd Pkt Len Std Standard deviation size of packet in backward direction

Flow Byts/s Number of flow bytes per second

Flow Pkts/s Number of flow packets per second



Flow IAT Mean Mean time between two packets sent in the flow

Flow IAT Std Standard deviation time between two packets sent in the flow

Flow IAT Max Maximum time between two packets sent in the flow

Flow IAT Min Minimum time between two packets sent in the flow

Fwd IAT Tot Total time between two packets sent in the forward direction

Fwd IAT Mean Mean time between two packets sent in the forward direction

Fwd IAT Std Standard deviation time between two packets sent in the forward direction

Fwd IAT Max Maximum time between two packets sent in the forward direction

Fwd IAT Min Minimum time between two packets sent in the forward direction

Bwd IAT Tot Total time between two packets sent in the backward direction

Bwd IAT Mean Mean time between two packets sent in the backward direction

Bwd IAT Std Standard deviation time between two packets sent in the backward direction

Bwd IAT Max Maximum time between two packets sent in the backward direction

Bwd IAT Min Minimum time between two packets sent in the backward direction

Fwd PSH Flags Number of Forward PSH flags

Bwd PSH Flags Number of Backward PSH flags

Fwd URG Flags Number of Forward URG flags

Bwd URG Flags Number of Backward URG flags

Fwd Header Len Length of Forward header

Bwd Header Len Length of Backward header

Fwd Pkts/s Number of Forward packets per second

Bwd Pkts/s Number of Backward packets per second

Pkt Len Min Minimum packet length

Pkt Len Max Maximum packet length

Pkt Len Mean Mean packet length

Pkt Len Std Standard deviation of packet length

Pkt Len Var Variance of packet length

FIN Flag Cnt Number of FIN flags



SYN Flag Cnt Number of SYN flags

RST Flag Cnt Number of RST flags

PSH Flag Cnt Number of PSH flags

ACK Flag Cnt Number of ACK flags

URG Flag Cnt Number of URG flags

CWE Flag Count Number of CWE flags

ECE Flag Cnt Number of ECE flags

Down/Up Ratio Down/Up ratio

Pkt Size Avg Average packet size

Fwd Seg Size Avg Average Forward segment size

Bwd Seg Size Avg Average Backward segment size

Fwd Byts/b Avg Average Forward bytes per bit

Fwd Pkts/b Avg Average Forward packets per bit

Fwd Blk Rate Avg Average Forward block rate

Bwd Byts/b Avg Average Backward bytes per bit

Bwd Pkts/b Avg Average Backward packets per bit

Bwd Blk Rate Avg Average Backward block rate

Subflow Fwd Pkts Number of Forward subflow packets

Subflow Fwd Byts Number of Forward subflow bytes

Subflow Bwd Pkts Number of Backward subflow packets

Subflow Bwd Byts Number of Backward subflow bytes

Init Fwd Win Byts Initial Forward window bytes

Init Bwd Win Byts Initial Backward window bytes

Fwd Act Data Pkts Number of Forward active data packets

Fwd Seg Size Min Minimum Forward segment size

Active Mean Mean active time

Active Std Standard deviation of active time

Active Max Maximum active time



Active Min Minimum active time

Idle Mean Mean idle time

Idle Std Standard deviation of idle time

Idle Max Maximum idle time

Idle Min Minimum idle time

ICMP Code ICMP Code

ICMP Type ICMP Type

Fwd TCP Retrans. 
Count

Total count of retransmission packets in forward direction

Bwd TCP Retrans. 
Count

Total count of retransmission packets in backward direction

Total TCP Retrans. 
Count

Total count of bidirectional retransmission packets

Total Connection Flow 
Time

Total connection flow time



The following table includes a code block depicting an example of security event produced by HYDRO-
FBOX, following the IDMEFv2 format. The values in red are provided as examples.

Table 12: Example of security event produced by HYDRO-FBOX

{
  "Version": "2.D.V0X",
  "ID": "819df7bc-35ef-40d8-bbee-1901117370b2",
  "Description": "Potential Modbus TCP/IP WriteSingleRegister DoS",
  "OrganisationName": "PPC",
  "EntityName": "HPP Ilarion",
  "Confidence": 0.87,
  "Cause": "Malicious",
  "Status": "Event",
  "CreateTime": "2025-01-25T12:52:15+0200",
  "StartTime": "2025-01-25T12:52:15+0200",
  "Category": [
    "Recon.Scanning", 
    "Attempt.Exploit",
    "Availability.DoS",
    "Availability.DDoS",
    "Information. UnauthorizedAccess",
    "Information. UnauthorizedModification",
    "Fraud.UnauthorizedUsage",
    "Fraud.Masquerade"
  ],
  "AltCategory": [<Relevant ATTCK MITRE TTPs>]
  "Analyzer": {
    "Name": "hydro-fbox-ppcilarion-1",
    "Type": "Cyber",
    "Model": "HYDRO-FBOX v1.0",
    "Category": [
      "NIDS"
    ],
    "Method": [
      "AI"
    ],
    "IP": "10.0.1.1"
  },
  "Vector": [
    { 
       "Category": "IPv4 Address",
       "Name": "10.0.2.10"
    }
  ]
  "Attachment": [
      {
         "Name": "Flow",
         "Content": "<Original network flow in serialized format>" 
      },
      {
         "Name": "Label",

"Content": "cyberattack_modbus_writesingleregister_dos"  



      },
      {
         "Name": "Xai",
         "Content": "<Original xAI report in serialized format>"  
      }
  ],
  "Target": [
    {
      "IP": "10.1.1.15",
      "Hostname": null,
      "Location": "DCS, rack 1"
    }
  ]
}
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